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Graph Theory
• An undirected graph consists of a set of vertices and 

a set of edges joining some pairs of vertices 

• A directed graph consists of a set of vertices and a 
set of directed edges (arrows) joining some pairs of 
distinct vertices 

• All graphs will be finite and simple (no edge between 
a vertex and itself; at most one edge between any two 
vertices)



• A path is a list of edges joining the adjacent pairs from a 
list of two or more distinct vertices 

• A directed path … (arrows all point in the same direction) 

• A cycle is a path extended with a further edge joining   
the last vertex to the first 

• A directed cycle … 

• A DAG is a directed graph with no directed cycles

Graph Theory



Graphical Model (causal)
• Directed acyclic graph (DAG); vertex v : random variable Xv 

• With vertex v we associate a                                   
conditional probability table p(xv | xpa(v) )  

• pa(v) : graph parents of vertex v 

• Joint distribution: p(x1, …, xn) = Prodv p(xv | xpa(v) ) 

• Presence of edges implies causal dependence                                                
(direct though perhaps probabilistic)



• Theorem: the vertices of a DAG can be ordered so 
that all arrows point from lower to higher numbered 
vertices 

• p(x1, …, xn) = Prodi p(xi | xpa(i) )                                 
where for each i, pa(i ) is a subset of {1, …, i – 1} 

• Corollary: we can simulate a graphical model in 
one pass through the vertices

Graphical Model (causal)



Graphical Model (a-causal)
• Undirected graph 

• Vertex v : random variable Xv 

• Joint distribution: p(x1, …, xn) satisfying:                        
Xi is conditionally independent of Xj given variables 
XA if all paths between i and j pass through A 

• The absence of edges implies statistical 
conditional independence relations



Graph Theory

• A chord is an edge joining non-adjacent vertices of 
a cycle 

• A chordal, or triangulated, graph is an undirected 
graph with no chord-less cycles of length 4 or more



Graph Theory
• A complete subset of an undirected graph is a nonempty set of vertices such 

that each pair of different vertices in the set are joined by an edge 

• A clique is a maximal complete subset (no clique is a subset of another 
clique) 

• Every vertex, and every edge, are in at least one clique 

• The cliques determine the graph 

• A graph is connected if there is a path between each pair of distinct vertices 

• A forest is an undirected graph with no cycles 

• A tree is a connected undirected graph with no cycles

Some authors use the word clique as synonym for complete subset,  
and maximal clique for clique



Graph Theory
Consider the cliques of a nonempty undirected graph. 

• A junction tree is a tree whose vertices are the cliques of the graph and 
which satisfies the running intersection property: all the cliques on the 
unique path in the tree between C1 and C2 contain all the elements of the 
intersection of C1 and C2 

• Theorem: the cliques of an undirected graph can be arranged in a 
junction tree if and only if the graph has no chord-less cycles 

• Proof: By induction, via the following Lemma 

• Lemma: a graph is chordal iff either it is an empty graph, or it has a vertex 
v such that (i) the neighbourhood of v, i.e., v and its adjacent vertices, 
forms a clique, and (ii) the rest of the graph (i.e., delete v) is chordless.

http://www.stat.berkeley.edu/~bartlett/courses/241A-spring2007/graphnotes.pdf

http://www.stat.berkeley.edu/~bartlett/courses/241A-spring2007/graphnotes.pdf


Finding a junction tree

• Theorem: for a chordal graph, any maximal weight 
spanning tree in clique graph with weights = 
cardinality of separators is a junction tree 

• Kruskal’s algorithm: repeatedly: pick a largest 
separator, call it an edge if you do not thereby 
create a cycle, discard it if you do.



Given: a DAG 

• Step 1: Moralise: marry unmarried parents 

• Step 2: Drop directions, to form an undirected graph 

• Step 3: Triangulate: add chords to chordless cycles 

• Step 4: List cliques, and arrange in junction tree

Graph Theory: 
from DAG to junction tree



Graphs in R
• graphNEL objects = graphs as Node and Edge Lists, package graph

• igraph objects = graphs as indexed edge lists, package igraph 

• We can also represent graphs as adjacency matrices 

• grain objects = graphical independence networks, package gRain 

• RGraphviz plots graphNEL objects 

• RBGL (R Boost graph library) has many graph theoretic algorithms 

• igraph plots igraph objects 

• The layout is generally determined by the plotting function



Dawid and Evett (1997)

Squares = observed = evidence; circles = not observed; C = hypothesis of interest



and is not attuned to the need to double the prior probability, one might
argue, as a pragmatic solution, that the “correct” likelihood ratio, 1/(2P ),
should be doubled, so as to build this correction in automatically. . . which
would bring us back to the value 1/P .

5 Complex patterns of evidence

The di�culties of assessing a single item of evidence are compounded when
we want to account for the complex inter-relationships between the many
items of evidence in a case. To organise the evidence it is then helpful to
construct a diagrammatic representation all the evidence and hypotheses in
the problem, and the relationships between them. This idea was first sug-
gested by Wigmore (1937): see Anderson et al. (2005) for an introduction to
the “Wigmore chart” method. More recently the methods of graphical mod-
elling and Bayesian networks — also known as probabilistic expert systems
(Cowell et al. 1999) — have been applied. Such a network contains a node
for each variable in the problem, with arrows between nodes to denote prob-
abilistic dependence of a “child” node on all its “parents”. To complete the
description we need the numerical or algebraic specification of the associated
conditional probabilities.

5.1 Example

Dawid and Evett (1997) consider a fictitious burglary case, described as
follows:

An unknown number of o↵enders entered commercial premises
late at night through a hole which they cut in a metal grille. In-
side, they were confronted by a security guard who was able to set
o↵ an alarm before one of the intruders punched him in the face,
causing his nose to bleed.

The intruders left from the front of the building just as a police
patrol car was arriving and they dispersed on foot, their getaway
car having made o↵ at the first sound of the alarm. The security
guard said that there were four men but the light was too poor for
him to describe them and he was confused because of the blow he
had received. The police in the patrol car saw the o↵enders only
from a considerable distance away. They searched the surrounding
area and, about 10 minutes later, one of them found the suspect
trying to “hot wire” a car in an alley about a quarter of a mile
from the incident.
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Dawid and Evett (1997)
At the scene, a tuft of red fibres was found on the jagged end of

one of the cut edges of the grille. Blood samples were taken from
the guard and the suspect. The suspect denied having anything to
do with the o↵ence. He was wearing a jumper and jeans which
were taken for examination.

A spray pattern of blood was found on the front and right sleeve
of the suspect’s jumper. The blood type was di↵erent from that of
the suspect, but the same as that from the security guard. The tuft
from the scene was found to be red acrylic. The suspect’s jumper
was red acrylic. The tuft was indistinguishable from the fibres of
the jumper by eye, microspectrofluorimetry and thin layer chro-
matography (TLC). The jumper was well worn and had several
holes, though none could clearly be said to be a possible origin for
the tuft.

In this example there are three general kinds of evidence: eye-witness,
blood, and fibre; and for each kind a variety of individual evidential items.
We can summarise the salient features of the evidence against the suspect as
follows:

EYEWITNESS

G : The evidence of the security guard

W : The evidence of the police o�cer who arrested the suspect

BLOOD

R : The bloodstain in the form of a spray on the suspect’s jumper

X1: Suspect’s blood type

X2: Guard’s blood type

Y2: Blood type of blood spray on jumper

FIBRES

X3: Properties of the suspect’s jumper

Y1: Properties of fibre tuft

The uncertain hypotheses and variables that enter are:

HYPOTHESES

C: Whether the suspect was or was not one of the o↵enders
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A: The identity of the person who left the fibres on the grille

B: The identity of the person who punched the guard

N : The number of o↵enders

Of these the specific charge before the court is C = true; the others are
included to provide a complete account of the problem.

Figure 1: Bayesian network for burglary example

Figure 1 shows a graphical representation of the problem as a Bayesian
network. The evidence items are shown as squares, and the hypotheses as
circles. Variable Y2, the measurement of the blood type of the spray on the
jumper is dependent on X1, the suspect’s blood type (because it might be a
self stain) and the guard’s blood type X2. But information is also provided
by R, the variable which describes the shape of the stain, because that sheds
light on whether or not it might be a self stain. In turn, the shape of the stain
is influenced by the way in which the guard was punched, G2, and B, the
identity of the person who did it; while B is in turn influenced by whether
or not the suspect was one of the o↵enders, variable C, and also the number
of o↵enders, N .

Dawid and Evett (1997) describe how the graph can be used to read o↵
implicit properties of independence: for example, to show that, conditionally
on knowing A and N , the pair of variables (B, R) is independent of the
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him to describe them and he was confused because of the blow 
he had received. The police in the patrol car saw the offenders 
only from a considerable distance away. They searched the sur- 
rounding area and, about 10 rain later, one of them found the 
suspect trying to "hot wire" a car in an alley about a quarter of a 
mile from the incident. 

At the scene, a tuft of red fibers was found on the jagged end 
of one of the cut edges of the grille. Blood samples were taken 
from the guard and the suspect. The suspect denied having anything 
to do with the offense. He was wearing a jumper and jeans which 
were taken for examination. 

A spray pattern of blood was found on the front and right sleeve 
of the suspect's jumper. The blood type was different from that 
of the suspect, but the same as that from the security guard. The 
tuft from the scene was found to be red acrylic. The suspect's 
jumper was red acrylic. The tuft was indistinguishable from the 
fibers of the jumper by eye, microspectrofluorimetry and thin layer 
chromatography (TLC). The jumper was well worn and had several 
holes, though none could clearly be said to be a possible origin 
for the tuft. 

We can summarize the salient features of the evidence against 
the suspect as follows: G: the evidence of the security guard, W: 
the evidence of the police officer who arrested the suspect, and 
R: the bloodstain in the form of a spray on the suspect's jumper. 

We use Xi terms to summarize the evidence afforded by measure- 
ments on samples of known origin: XI: suspect's blood type, X2: 
guard' s blood type, and X3: properties of the suspect's jumper. 

And Y~ terms similarly to summarize measurements on samples 
of unknown origin: I11: properties of fiber tuft, and Y2: blood type 
of blood spray on jumper. 

So far these are all variables which have been observed. It is 
helpful to make a distinction between the name for a variable and 
the value that it actually takes. We will denote each observation 
by the lower case equivalent of the variable name (i.e., g, w, r, xl 
 9  etc.) to remind us that other observations might have been made. 
There are other variables which are essential to the evaluation, but 
which have not been observed: C: whether the suspect was or was 
not one of the offenders. We denote the values it can take as c, 
suspect was one of the offenders, and ~, suspect was not one of 
the offenders. A: the identity of the person who left the fibers on 
the grille. We use a to denote that it was the suspect, and fi that 
it was someone else. B: the identity of the person who punched 
the guard. We use b to denote that it was the suspect, and b that 
it was someone else. N: the number of offenders. 

If the suspect is taken to court, then it is necessary to use the 
above evidence to weigh against each other the two uncertain 
alternatives c and 5. Formally, this means assigning the odds against 
e conditioned on the observed evidence: 

P(clg, w , ~  xl, x2, x3, Yl, Y2) 
P(~lg, w , ~  xl, x2, x3, Yl, Y2)" 

For the purposes of this paper, we are concerned with the evalua- 
tion of the scientific evidence and we can separate it from the 
other evidence by means of Bayes' theorem, as follows: 

P(clg, w , ~  xl, x2, x3, Yl, Y2) 
P~lg,  w, r, xl, x2, x3, Yl, Y2) (1) 

P(r, xl, x2, x3, Yl, yzlc, g, w) P(clg, w) 
P(r, xl, x2, x3, Yl, y217, g, w) P(~tg, w) 

We are principally concerned with the first term on the right hand 
side: the likelihood ratio (LR). In its present form, there is nothing 
that can be done to assign the two probabilities because the condi- 
tioning is far too complex. It is necessary to decompose them 
into simpler components but this process depends crucially on 
dependencies which may exist between the various aspect s of the 
conditioning evidence. One way of understanding and displaying 
the dependencies in a given problem is by means of graphical 
representation. We do this now using a directed acyclic graph, 
following the approach which was first suggested in the forensic 
context by Aitken and Gammerman (1). This can be seen as Fig. 
1, whose explanation is as follows: 

The letters denote the variables: Those that have been observed 
"are shown in squares; those which are unobserved are shown in 
circles 9 A distinction is made between the two components of the 
guard's evidence: GI is his recollection of the number of offenders; 
and G2 is his evidence that he was punched, causing his nose to 
bleed 9 If he had also provided evidence with regard to the identity 
of the offenders, then that could have been included as another 
component, G3 perhaps. We have included N as an 'unobserved 
variable' even though the guard said there were four men, because 
he might been mistaken given all of the confusion surrounding 
the incident. However, we regard G2 as truthful evidence of the 
facts it reports, and uninformative about anything else (e.g., the 
identity of the puncher). Although the graph could be elaborated 
to include nodes for these underlying facts, in addit ion to the 
guard's report of them (similarly to the introduction of node N), 
it is in this case equivalent and simpler just to regard G2 as denoting 
those facts. 

The arrows denote dependencies. Each variable is dependent 
only on variables which precede it in the sense indicated by the 
arrows. The graph appears forbidding at first sight but it can be 
understood by working through the various paths from the bottom 
up. For example, Y2, the measurement of the blood type of the 
spray on the jumper is dependent on X~, the suspect's blood type 
(because it might be a self stain) and the guard's blood type X2. 
But information is also provided by R, the variable which describes 
the shape of  the stain, because that sheds light on whether or not 
it might be a self stain. In turn, the shape of the stain is influenced 
by the way in which the guard was punched, G2, and B, the identity 
of the person who did it. B is in turn influenced by whether or 
not the suspect was one of the offenders, variable C, and also the 
number of offenders, N. 

FIG. 1---Directed acyclic graph which shows the dependencies between 
the various aspects of the evidence. 

Cliques of moralised, triangulated undirected graph, arranged in junction tree



E

Prosecution hypothesis

EEE

Defence hypothesis

This DAG can compute Pr(E | Prosecution)

This DAG can compute Pr(E | Defence)

Note: we actually want to compare two different models



Bayes’ rule
Posterior odds = prior odds  times  likelihood ratio 

P(Hp | E) : P(Hd | E) = 

   P(Hp) : P(Hd)   ×   P(E | Hp):P(E | Hd) 

If (for convenience) we set prior odds = 1 : 1, then           
   likelihood ratio = posterior odds



Ep

Prosecution hypothesis

Defence hypothesis

This DAG can compute  
Pr(E | Prosecution) : Pr(E | Defence)

E

H

Ed

H = “prosecution” or “defence” 
E ≡ Ep if H = “prosecution” 

E ≡ Ed if H = “defence”



E1

E2

This DAG can compute Pr(E1, E2)
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So can this one, if E ≡ (E1,E2)
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Problem with this graph: we need to condition on C if we want 
to calculate Pr(Evidence | C = c1) : Pr(Evidence | C = c1)



p

X

H

E

p ~ Beta(a,b) 
H = “Prosecution” or “Defence” 
X | p ~ Bin(n, p) 
E = “match or “no match” 
Pr(E = match | p, “Prosecution”) = p 
Pr(E = match | p, “Defence”) = p2

Problem: compute Pr(E, X | “Prosecution”) : Pr(E, X | “Defence”)

The rare haplotype problem


